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Abstract—AI agents are beginning to shop and pay on behalf of
people through commerce protocols. We report what we observed
when one such agent shopped in online stores across product cat-
egories and protocols. We ran one open-weight agent, Qwen3.8-
27B, through 101,416 shopping journeys in 1,044 simulated stores
across 25 product categories, from the first request to a simulated
paid order. A simulated shopper gave each journey a goal and
withheld some needs until the agent asked. When a journey
proceeded to payment, the agent used the protocol’s payment step
only after the shopper approved the total. A judge checked each
result against the store’s records and the payment processor’s
ledger, and a result counts as a success only when those records
confirm it. The judge rated about five journeys in six right, and
the records confirmed about two in three. Once the shopper
approved a charge, it almost never failed. Most journeys the judge
rated wrong ended earlier, in a refusal of a request the store was
built to fill or in a purchase that missed a need the shopper had
held back. The kind of request mattered more than the product
category. We present CartTrace-100k, a dataset of these journeys,
their stage-level checks and replay tools for studying complete,
state-verified shopping journeys.

Index Terms—agentic commerce, shopping agents, commerce
protocols, dataset, decision model, evaluation

I. Introduction

Shopping is moving from the browser to protocols. An agent
no longer has to click through a web page to buy something,
because the layer underneath the storefront is being rebuilt for
it. The Model Context Protocol gives an agent tools [1]. The
Universal Commerce Protocol (UCP) gives it a store’s catalog,
cart and checkout [2]. The Agentic Commerce Protocol (ACP)
lets it run the checkout [3], WebMCP lets a web page offer its
own tools [4], and AP2 and MPP carry the payment [5], [6].
Platforms, payment networks and standards bodies are building
these protocols because a protocol call is cheaper and more
reliable for an agent than a page built for people.

For a store, this adds a new kind of customer: the agent.
It never sees the storefront. It reads the catalog through a
protocol, works out what the shopper needs, and pays on the
shopper’s behalf. A store owner does not need to know how
the protocols work, but does need to know how this customer
behaves. Will it find the right product? Will it ask the shopper
what it needs to know? Where will it give up? Does a shoe
store face the same problems as a car-parts store? We found no
public study that answers these questions. Existing shopping
benchmarks end at a product choice, a cart or a checkout form,

Task, hidden from the agent: basketball shoes under $100; delivered within 2 days;
size EU 44, told only if asked; any colour; one

Shopper
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Agent
Qwen3.8-27B

Store
AP2 over UCP (REST)

Wallet
and processor

“Basketball shoes under $100.
I need them within 2 days.”

search “basketball shoes”

products, delivery options

“$69.99, express in 1 to 2 days.
What size?”

“EU 44.” (held back until asked)

intent and cart mandates: EU 44, express

signed cart, total $90.58

“$69.99 + $14.99 express
+ $5.60 tax = $90.58.”

payment mandate

“Pay $90.58. Confirm?”

signs

signed mandates, token

send payment mandate

paid, order placed

“Ordered: EU 44, express, $90.58.”

the finished trace

Judge, after the journey. State-verified: the order (EU 44, one, express)
against the store's record and the charge ($90.58) against the processor's

record; the decision model reads the final message. Verdict: right,
confirmed by the records. Time from first message to order: 7.7 minutes.

Fig. 1. One released journey from start to finish (footwear; the shopper
keeps the size back; AP2 over UCP (REST), paying with AP2’s intent, cart
and payment mandates). The shopper and the store are simulated, and the
judge reads the finished trace afterwards. Every value shown is read from the
released journey; consecutive store calls are merged into one arrow, and an
exchange in which the shopper put off giving the size is left out.

and we found none that runs the commerce protocols through
to a paid order (Section II).

This paper studies that customer. We built 1,044 simulated
stores from open product catalogs in 25 categories, and served
them through five protocol surfaces and five payment rails. A
simulated shopper gives the agent a goal, such as a guitar strap
under $15, and keeps some needs back until the agent asks.
We ran one agent, Qwen3.8-27B, through 101,416 of these



Sandbox

Task generator
28,985 hidden tasks,
10 intents, written
from each store's
own products

Simulated shopper
holds the hidden task: states
some needs, keeps others
back until asked
30 personas: how much it
volunteers, budget, delivery

Agent under test
Qwen3.8-27B
101,416 journeys

Reference agent
scripted, told the task;
a twin on one journey in ten;
10,132 journeys

Payment processor
simulator: records each
charge in its ledger

Wallet
issues a token only for
the total the shopper approved

Payment rails (5)
UCP payment processor,
Shop Pay, ACP delegated
payment, AP2 mandates,
MPP

Open catalogs
ABO, WANDS,
Lazada listings

Simulated stores
1,044 stores, 25 categories;
each runs under one of 9
platform packs: Shopify,
WooCommerce, Magento-like,
BigCommerce, Medusa, Saleor,
Vendure, PrestaShop, generic

Protocol surfaces (5)
UCP (MCP), UCP (REST),
WebMCP, ACP (REST), AP2

Fixed per store: category,
platform pack. Varies within
a store: task, persona,
surface, rail.

Surfaces and rails form 13
cells: 10 that pay and 3 that
stop at the cart. Half of
each store's journeys pay.

Judge
reads the finished trace and
checks it against the store's
records and the payment
ledger; 85 checks in
10 stages, 71 state-verified

Labels (full data)
judged right 83.3%
state-verified success 68.8%
grounded success 65.7%

hidden
task

messages

approves the total

pays through
one rail

shops through
one surface

charge

products

trace

Fig. 2. How the study is set up, with the count at each step. Simulated stores and tasks feed journeys in which a simulated shopper and the agent shop
one store through one protocol cell; the released traces are judged against the store’s records and the payment ledger, and the labels 1.1 correction gives the
success label.

shopping journeys and checked each result against the store’s
records and the payment processor’s ledger (Section IV).
Figure 1 shows one of them from start to finish, and Figure 2
shows how the study fits together. We held the agent fixed,
so every comparison in the paper is between environments
as this one agent met them. These are observations of one
agent; another model may meet the same stores differently
(Section VII).

Running 101,416 journeys through 1,044 simulated stores,
each served under the rules of one of 9 platform packs built
from real e-commerce platforms, gave us a detailed view of
how a shopping agent behaves inside a store: where it searches,
what it reads, when it asks, where it gives up, and which parts
of a store’s search, product records and checkout it depends
on. The judge rated 83.3% of full-data journeys right, and the
store’s records confirmed 68.8%. Most of the gap is results the
records cannot settle, such as a budget whose scope the task
left open (Section IV). Once the shopper approved a charge,
it almost never failed. Most journeys the judge rated wrong
ended earlier, in a refusal or in a purchase that missed a
need the shopper had held back. The agent asked the shopper
questions in most journeys, but almost as often when nothing
was held back as when something was. What the shopper asked
for mattered more than the product category, and how often
the agent skipped the product page depended on the store’s
platform and protocol (Section V). Section VI sets out what a
store might try in light of these observations.

Contributions. (1) CartTrace-100k, a public set of 101,416

shopping-agent journeys that run through checkout and pay-
ment over the commerce protocols, with the judge’s stage
scores on every journey and a scripted reference agent’s twin
for one journey in ten. (2) The sandbox, task generator and
judge, locked under one specification; a public replay kit
replays any released journey in its simulated store and reruns
its task with another agent. (3) The findings above, with
intervals that resample whole stores, and results reported for
each protocol.

II. Related Work

Shopping-agent benchmarks differ in where a task ends
and how it is scored. In WebShop [7] an agent follows one
instruction in a simulated store; the episode ends when it
chooses Buy, and the reward matches the product’s attributes,
options, type and price to the instruction. ShoppingBench [8]
adds intents with vouchers, budgets or several items from one
seller over 2.5 million Lazada products; the agent ends by
recommending products, which rules check. WebMall [9] has
four simulated shops; its checkout tasks end at a filled checkout
form and are scored by the offers checked out. DeepShop [10]
runs complex queries on live websites, and GPT-4o judges the
final answer against each requirement. EComAgentBench [11]
keeps some requirements in a profile and in clarifying answers
fixed by rule; the agent ends by recommending one product,
scored by exact match or rubric. We take from these works
attribute-defined tasks checked against the catalog, part of our
product pool (ShoppingBench’s Lazada listings), and needs



revealed only when asked, answered by rule. Our journeys go
past the product choice, cart and form, through the shopper’s
approval of the total to a charge that a payment-processor
simulator records, over the published commerce protocols. We
compare 25 categories; DeepShop reports five and EComA-
gentBench seven.

In 𝜏-bench [12] a language model plays a user who holds
an instruction hidden from the agent; the retail agent changes
existing orders, and success requires the final database to equal
an annotated goal state. We adopt the hidden task held by
a simulated user and the outcome read from recorded state.
Because assistant models prompted to play users behave unlike
people [13], our shopper’s facts come from rules, and a model
only words them. Our task is a new purchase, not a change to an
existing order.

Work on agentic commerce adds payment and the store’s side.
Agentic Commerce World [14] simulates a market in which
buyer and merchant agents transact through the environment’s
own protocol. Tasks are scored by verified predicates over
actions, state effects and payment records, and the authors show
that the final state alone misses errors. In ACES [15] an agent
adds one product from a mock storefront page to its cart, and
the choice shifts with position, tags, price and rating. ARC [16]
checks real stores’ UCP, MCP and WebMCP endpoints up to a
checkout link and has browser shoppers add one product to the
cart; every test stops before payment, and the score describes
how far an agent gets. We take per-step checks from Agentic
Commerce World, and from ACES and ARC the store-side
question: how what a store exposes changes what an agent
does. We run a model agent over the published protocols (UCP,
WebMCP, ACP, AP2 and MPP) at pinned versions to a paid
order. We found no published study in which an agent pays over
these protocols for an order that a payment processor records.

Language-model judges show position, verbosity and self-
enhancement biases [17]. On web-agent trajectories, rule-based
checks miss successes, and no language-model judge exceeds
70% precision [18]. Decision models such as Jev return a
probability for each label in a fixed set; they approach generative
judges when the verdict can be read from the evidence [19], but
their answers shift with wording [20]. Our judge therefore counts
only checks settled from recorded state, plus one decision-model
question tested against the payment record. A decision model
that shares the agent’s backbone answers the other questions;
its answers are stored, not counted. Because the records can
leave a correct result unconfirmed, we report the judge’s verdict
beside the state-verified label. We follow the agentic benchmark
checklist [21], compute intervals that resample whole stores [22]
and document the release with a datasheet-style card [23].

III. Setup
Figure 2 shows the whole setup in one diagram, and Figure 1

shows one journey through it. A journey follows the steps of a
purchase: the shopper’s request, finding products, reading their
facts, asking about needs the shopper has not stated, building
the cart, checking out, the shopper’s approval in the wallet, and
the paid order. Catalog, cart and checkout run over the store’s

protocol surface; the payment runs over a payment rail. A task
generator writes a hidden task for each journey. A simulated
shopper holds that task: it states some needs up front and keeps
others back until the agent asks. The agent works the store
through one protocol. The store is simulated, built from open
catalogs and served under one e-commerce platform’s rules.
When the task goes on to pay, a wallet asks the shopper to
approve the total, and the payment processor records the charge.
After the journey, a judge reads the finished trace and checks
the result against the store’s records and the processor’s ledger.
Everything runs offline; no live store is behind any journey.

A. Simulated Stores and Platform Packs
A simulated store borrows only a category, a market and

a shape from a real public store and serves products from
an open pool: every publishable product of Amazon Berkeley
Objects [24], WANDS [25] and the Lazada listings of Shopping-
Bench [8], sorted into the 25 categories of those stores. Prices
and stock are synthetic, in US dollars. Real stores contributed
only which product facts and policies each category carries; no
product, price, reply or identity of a real store is in the release,
and every simulated store is pseudonymised. Because real stores
do not all implement a protocol the same way, each simulated
store runs under a platform pack that serves its products
under one platform’s rules (search rule, discount stacking,
shipping choice, refused cart lines, MCP handshake): Shopify,
WooCommerce, a Magento-like pack, BigCommerce, Medusa,
Saleor, Vendure, PrestaShop and a plain generic dialect, each
built from the platform’s own wire or source. A store keeps
its category, its platform pack, one version of each protocol
and one payment processor on every journey, but it serves the
protocols side by side: almost every store offers all five surfaces
below (4.96 on average), and each of its tasks runs on up to
four cells, 3.31 on average, drawn so that the store’s cells are
used evenly. Protocol is therefore not tied to store. The run holds
1,044 simulated stores in 25 categories.

B. Protocols and Payment
The official specification files are vendored and pinned.

A journey reaches its store through one of five surfaces:
UCP (MCP), meaning UCP served over MCP; UCP (REST);
WebMCP (tools registered by the store’s own pages, run in a real
Chromium); ACP (REST), checkout sessions beside the store’s
UCP catalog; or AP2 (intent, cart and payment mandates). If it is
allowed to pay, it pays through one of five rails: a UCP payment
processor, Shop Pay, ACP delegated payment, AP2 mandates or
MPP (an HTTP 402 challenge the wallet satisfies). Each rail runs
its own protocol’s wallet step under its official name: the shopper
approves the payment where that protocol asks the buyer, and a
paying call goes through only with a token the wallet issued after
the shopper approved the current total. Every rail settles through
a token payment-processor simulator; no card number appears
anywhere, test cards included. Surfaces and rails cross into 13
cells: ten that pay, and three catalog surfaces, UCP (MCP), UCP
(REST) and WebMCP, for journeys that stop at the cart. Half of
each store’s full-data journeys stop at the cart and half go on to



pay; a cart journey drawn on an ACP or AP2 cell shops on UCP
(MCP).

C. Tasks, the Shopper and the Agents
Every journey has a hidden specification the agent never

sees: predicates over the store’s own product data (a product
kind, a brand, an option, a budget, a quantity, a fit, an allergen,
a superlative), each tagged as stated in the opening, kept on
ask until the agent asks for that field, or left to a default.
The generator computes which served variants satisfy every
predicate, the task’s witnesses, so the judge checks a cart by
membership in that set; a task with no witness is impossible,
and refusing is its right end. Tasks come from ten intents
(Section III-D) and 30 personas. Each store gets five personas
with about five tasks each, and each task runs in its own store
on up to four cells, 28,985 tasks in all.

A persona is a fictional buyer: a made-up name and address,
a payment behaviour keyed to a test token (a card the bank
approves, challenges or declines, which the designed failures
use) and a shopping style. The style sets how much the buyer
volunteers, from stating every need up front to keeping most until
the agent asks, or not having a detail to hand the first time it is
asked; how tight its budget is; how fast it decides; the delivery it
leans to; and constraints a category can turn into needs, such as
an allergen or a body measurement. The shopper is a program:
rules decide every fact of a reply from the specification, a model
words it in the persona’s voice, and a rule-based check confirms
the words keep to those facts. The wording model is Qwen3.8-
27B, the same model as the agent. The shopper gives a detail
only when asked and never makes one up. It approves a payment
only at the total it was shown, and only for a cart whose lines
meet its hidden specification, so a wrong item is refused at the
wallet.

Most journeys are full data: a satisfiable task and a persona
built to pay, half of them ending at a verified cart and half going
on to pay. The rest are designed failures, never pooled with full-
data rows: impossible tasks, payment faults (a declined card,
a failed 3-D Secure check, no usable instrument) and checkout
faults forced at completion (a reprice, stock gone, an unshippable
address). Qwen3.8-27B [26] is the agent under test, served by
vLLM [27] at temperature 0.7, with up to 12,288 output tokens
per call and a sampling seed for each model call drawn from
the journey’s seed, and with one system prompt for every row:
read candidates before choosing, ask one question at a time only
when a real choice is open, enter at checkout only what the
shopper gave, say what is in the order before the wallet step,
and never retry a declined payment unless asked. A scripted
reference agent that knows the hidden specification runs on a
tenth of the rows, on the same world, task, seed and cell as its
Qwen3.8-27B twin. It shows what the labels can award when
the task is known; it is not a second model under test.

D. Two Kinds of Task
Shopping for a product the shopper can name and shopping

for a kind of product raise different questions, and the study
covers both. In a named-product task the shopper names the
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most counted checks fail (score below one half)
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Fig. 3. The judge’s ten stages as one shopping journey, as process checks. Dark
bars: the share of Qwen3.8-27B full-data journeys, where the stage applies,
whose counted checks score below one half (a weighted mean, so one failed
check among several rarely crosses it). Light bars: the share in which at least
one counted check fails. A stage failure does not mean the journey was lost;
Section V-A gives the failure labels. Table III lists each stage’s checks.

exact product it wants. In a product-type task it names only
a kind of product, or just a need, and the agent has to find a
product that fits. Each kind has five intents; Table I says what
the shopper wants in each and quotes one opening message.
The two kinds are about equally common: 53.2% of full-data
journeys are named-product tasks and 46.8% product-type tasks.

What the shopper holds back also differs between the two
kinds (Table II). In a product-type task it is often the variant,
such as a size or color, and sometimes the kind of product
itself. In a named-product task the variant usually comes with
the product’s name; what is held back is how fast the order
must arrive, the budget, or whether a substitute will do. So the
agent has to ask different questions in each kind of task, and
Section V-D shows whether it does.

E. The Run
Everything a journey depends on, from the stores and packs

to the agent prompt and the sandbox code, is under one lock
whose digest is the specification id, v1s-9706931d3f3d;
every journey carries it. The run was one non-stop pass, after
a preflight that sent the reference agent through every cell,
pack and designed fault. A journey hit by a system error, such
as a model outage or a browser timeout, was run again, and
only completed journeys are released: 101,416 Qwen3.8-27B
journeys and 10,132 reference journeys. The judge’s gate passed
all 101,416 Qwen3.8-27B journeys and 10,125 of the reference
journeys.

F. What a Released Journey Contains
Each released journey is a set of linked records: the full

conversation between shopper and agent; every call the agent



TABLE I
The ten intents. In a named-product task the shopper names the exact product; in a product-type task it names only a kind of product, or a need.

Each row gives what the shopper wants and the opening message of one released journey with that intent.

Kind Intent The shopper wants Example opening message

Named product replenish more of an item bought before “Same Olight flashlight as before, please.”
compare one of two named products, picked by a rule such

as the lower price
“I’m trying to choose between the AmazonBasics Dutch Oven and the ABC
gas type oven. I’d like whichever is cheapest. Which one should I get?”

bundle several named items in one order “Could you add the Graphic Board Notepad and the Laptop Charger to
one order, one of each?”

budget as many of a named product as a budget buys “I’ve got $55 to spend on the bread knife. Get me as many as that buys
and no more.”

substitute a named product that is out of stock, or something
like it

“Can I get the Router Male Adapter? If it’s out of stock, something similar
from your range will do.”

Product type specify a product of a given kind in an exact variant, such
as a size or color, often told only when asked

“Do you have a gas grill under $350?”

express any fitting product, delivered fast “Quick one: a razor. Just pick one that works. I’d prefer express shipping.”
gift a product of a given kind, as a gift for someone “I need a gift for my brother: a pen. It has to reach me within 2 days, so

please send it express.”
discover suggestions for a need, with no product in mind “Can you show me a few options for a dog bed?”
policy a product, after an answer about the store’s policy “I’m after a wine rack. Before I buy, what is your return window?”

TABLE II
The two kinds of task on Qwen3.8-27B’s full-data journeys. A

named-product task names the product (replenish, compare, bundle,
budget, substitute); a product-type task names only a kind of product
(specify, express, gift, discover, policy). The middle rows give the share
of journeys in which the shopper keeps each need until the agent asks;

a product kind already implied by a named product is not counted.

Named product Product type only

Journeys 51,846 45,593

Held back until asked (% of journeys)
which variant (size, color, scent) 1.5 13.0
the budget 17.9 19.1
how fast it must arrive 19.1 10.1
which exact item 3.7 0.0
what kind of product 0.0 3.1
whether a substitute will do 6.7 0.0
any of these 42.2 37.9

Agent asks, a need held back (%) 64.9 84.8
Agent asks, nothing held back (%) 61.0 57.9
Success (%) 72.4 64.6

made to the store, with the store’s reply; the cart and checkout
as they changed; the payment processor’s records; the sandbox’s
event log; the agent’s prompt and tool definitions; and the judge’s
outcome, both labels and a score for each of the ten stages.
The step checks behind those scores and the decision model’s
answers are not in the release. The reference agent’s journeys
come in the same form. Beside them are a short profile of
category and a table that describes each simulated store without
scoring it. Splits hold out whole stores, task families and tasks,
so a model can be tested on stores it has not seen; the store split
still shares task templates and the open product pool with the
training split. Store identities are pseudonyms; a scan of every
string blocks the build on any secret, internal host, personal name
or real store domain, and no trace of a real store is released. A
public replay kit runs any released journey again in its simulated
store, from the recorded model calls, and checks that the store
reaches the recorded final state; it can also rerun the same store,

task and shopper with another agent. The Data Availability note
at the end of the paper says where to get both.

IV. The Judge: State Checks and a Decision-Model
Classifier

The judge (judge-1.0) reads a finished journey and never calls
the store, so the same journey always gets the same verdict from
the same records. It does two things: it decides the outcome, and
it checks the steps that led there.

The outcome is state-verified: the final cart, order or refusal is
checked against the store’s recorded state and the task’s hidden
specification, one requirement at a time. It classes each journey
as right, right by luck (a need the agent never asked about
happened to hold), wrong on a hidden need, wrong, a correct
refusal, a wrong refusal, or no answer. Whether an order was
paid, and for how much, is read from the payment processor’s
record, never from what the agent says. The released labels
(labels 1.1) then hold each verdict to the store’s own transaction
record. A journey the judge rated right is published as wrong,
with the reason, when the record cannot confirm it, when it
placed no order it was meant to place, or when it carries a safety
finding: 14,888 released journeys, 14,186 of them full data. Of
those, 10,328 are budgets the record cannot settle: 6,007 paid
orders whose items fit the budget but whose total with shipping
went over it, where the task did not say whether shipping counts,
and 4,321 carts whose budget covers shipping and tax, which a
cart does not show. 2,681 are products whose kind or name the
record cannot confirm, 1,046 placed no order (in 992 of them
the shopper declined because the cart was not what it asked
for), and 44 had a safety finding. Most corrections are therefore
results the records cannot confirm, not results the records show
to be wrong.

We use three labels. Judged right is the judge’s own verdict:
right, right by luck or a correct refusal. Success, or state-verified
success, is judged right after the correction. Grounded success is
stricter: right or a correct refusal, so a journey right only because
an unasked need happened to hold does not count. Success and



grounded success differ by exactly the 2,997 full-data journeys
that were right by luck; 404 of these have a verdict the records
cannot settle and still count as success under labels 1.1. The
correction sets a ceiling: the reference agent, told the task, is
judged right in 99.6% of its full-data journeys, and 82.2% are
confirmed. The paper reports success throughout and judged
right beside it (Table IV). A gate voids a journey when the
harness, not the store or the agent, decided its outcome; no
released Qwen3.8-27B journey was voided.

The steps are checked by 85 checks per journey, each with
a fixed set of possible answers, grouped into ten stages from
understanding the request to reporting the result (Table III,
Figure 3). 71 of them are state-verified, answered from the
recorded state. A decision model, Clef [28], used as a classifier,
answers the other 14, the ones that need reading rather than
state: whether the first search fitted the need, whether a question
was aimed at a hidden need, whether the agent’s last message
claims only what happened. Its input is one question and an
evidence slice, the part of the journey that question needs and
nothing else: the store’s replies for a product fact, the agent’s
own messages for a claim, the shopper’s words for a need. The
slice is capped at a few thousand words and never includes the
outcome or the task’s answer key. Its output is one answer from
the question’s fixed answer set, with a probability, and the judge
stores the answer with a hash of the evidence it saw. Because
each question is this small, no single reading has to understand
a whole journey. The two stages where journeys fail, reading
product facts and clarifying, are state-verified in 99.8% and
72.4% of steps.

The decision model adds data rather than a score. Across
the 111,541 released journeys the judge settled 9.5 million
step checks, and the decision model gave 866,760 answers (it
abstained on 35,428 more), each stored with its probability and a
hash of the evidence it read. These answers do not count toward
any label or rate. They are there to find patterns across many
journeys, for questions no recorded state can answer, such as
whether the first search fitted the need or whether a question
was aimed at a hidden need: they can be sliced by category,
intent, protocol cell or persona, as success is in Section V, and
they can audit the state-verified checks, as below. One answer
does count: whether the agent’s account of its last payment
matches the processor’s record, because it was tested against
that record before it went live (98% of 200 test sessions). Each
journey the judge rates wrong also carries one primary failure
label (Section V-A).

Every hand check in this paper was read by a language model,
not by people; a round of human labels is still to come. The run
also showed where the instrument itself falls short. The labels
1.1 correction above reaches the reference agent too: it loses
1,689 of its 9,732 full-data journeys to it, and the judge itself
fails 41, 40 of them AP2 orders it could not place, which is why
its success is 82.2% and not 100%. In 38 journeys the agent
called a tool that no surface defines, usually a way to ask the
shopper. And the rule-based check that flags a purchase claim
on a journey with no order fires on “no order was placed”, a
negation it cannot read; the decision model disagreed in 99.8%

of 1,871 firings. We mark that check as broken; it still counts in
the released stage scores, so a user can drop it.

V. Results
A journey is one run of the agent on one task in one simulated

store, from the shopper’s first message to an order, a cart or a
refusal. Each journey leaves one trace, so the two words name the
same thing. The release holds 101,416 Qwen3.8-27B journeys.
3,977 of them are designed failures (a declined card, a broken
checkout, an impossible task), scored apart in Section V-A. The
other 97,439 are full-data journeys, and every result below is
on them unless the sentence says otherwise. Over all released
journeys Qwen3.8-27B succeeds on 68.7% [68.1, 69.2], with
grounded success 65.6%, the figures the dataset card gives; on
full data the two are 68.8% [68.2, 69.3] and 65.7% and the judge
rates 83.3% right. Intervals resample whole stores.

Table IV sets judged right beside success for every intent
and every protocol cell, and Figure 5 does the same for every
category. The correction removes between 4.5% (bundle) and
23.5% (discover) of an intent’s journeys and between 10.1%
and 19.6% of a category’s, so it moves some orderings; the rank
correlation between the two labels is 0.77 across intents and 0.65
across categories. It depends little on whether the agent read the
cart back: it removes 13.1% of journeys where the agent did and
17.5% where it did not.

The reference agent is a second, scripted agent that is told the
task. It ran on about one journey in ten: 10,132 journeys, 9,732
of them full data. The judge rates 99.6% of these right, and
82.2% are confirmed by the records. On the 11,413 Qwen3.8-
27B journeys that share a task, cell and persona with one of them,
the reference succeeds on 82.6% and Qwen3.8-27B on 68.8%.
What the reference loses is almost all what the transaction record
cannot confirm, so it bounds what the labels can award; it is not
a second model under test.

A journey takes a median of 5.0 minutes of wall-clock time in
the sandbox, 3.2 when it stops at the cart and 7.0 when it pays,
and successful journeys are quicker than failed ones (4.7 against
5.6 minutes). The agent served many journeys at once, so these
times compare journeys with each other rather than predict how
long a shopper would wait.

A. Where Journeys Fail
The gap between success and grounded success is the journeys

that were right by luck. Figure 4 follows the two groups of full-
data journeys through the funnel, each counted per hundred of
its own journeys: the 48,629 that stop at the cart and the 48,810
that go on to pay. Before the cart both lose the same way, and the
largest step is choosing: from a fitting product surfaced to the
product and variant chosen falls from 97.9 to 88.4 per hundred
at the cart and from 97.9 to 89.8 when paying. After a right cart,
checkout opens in almost every journey. The checkout then loses
journeys whose details are wrong when the payment request
is made (88.0 to 79.7), about 9.0 of every hundred that open
checkout. Most of these are a delivery option chosen without
asking: of 4,025 wrong delivery options, the judge labels 2,842
as a delivery need the shopper held back and the agent guessed



TABLE III
The judge’s ten stages, in the order of a purchase. For each stage: what it checks, how many of its checks are state-verified and how many the

decision model classifies (stored; only the payment-report check counts), and one of its checks as an example.

State- Decision
Stage What it checks verified model Example check

understand the agent takes up the request and the needs
stated

4 1 The agent never asked the shopper for something the shopper had
already said.

discover its searches find products that fit 8 1 A product that fits every need appeared in a catalog result the
agent received.

read facts it reads product details before choosing 6 2 The agent opened each product it put in the cart before adding it.
clarify it asks about needs not yet stated, and no

more
4 1 Before committing, the agent asked about every need the shopper

shares only when asked.
choose variant the chosen product and variant meet the task 8 2 Every item in the cart is a variant that satisfies the whole spec.
build cart the cart holds the right items and quantities 7 0 The cart holds the quantity the shopper wanted.
check out checkout details are the shopper’s, and ap-

proval comes first
13 1 The fulfillment option the checkout selected is the kind the

shopper asked for (standard, express or pickup).
pay the charge matches the approval and is made

once
6 2 The total the shopper approved is the total that was paid.

confirm the cart or order is read back and matches 5 1 After its last cart change, the agent read the cart back from the
store.

report the final message claims only what happened 10 3 Without an order, the final message never says the item was
bought, paid for or shipped.

All 71 14

TABLE IV
Judged right and state-verified success on Qwen3.8-27B’s full-data journeys, by intent (left) and by protocol cell (right), each sorted by

state-verified success; all columns but journeys are percentages. Judged right is the judge’s own verdict (judge-1.0): a right cart or order,
right by luck, or a correct refusal. State-verified success is the release’s label (labels 1.1): judged right and also confirmed by the store’s
records and the payment processor’s ledger. Share corrected is the share of the row’s journeys that the judge rated right but the records

could not confirm, judged right minus state-verified success before rounding. Ratio to reference is Qwen3.8-27B’s state-verified success as a
percentage of the reference agent’s on the same intent or cell. The reference agent is a scripted agent that is told the task, so its success

shows how much the labels can award there.

Judged State- Share Ratio to
Intent Journeys right verified corrected reference

All full data 97,439 83.3 68.8 14.6 83.6

compare 9,093 87.1 80.0 7.0 87.1
bundle 17,325 84.6 80.0 4.5 85.1
replenish 11,088 86.3 73.8 12.4 86.8
express 10,786 87.5 69.6 17.9 88.7
policy 5,082 84.9 67.4 17.6 83.5
specify 10,108 84.5 66.6 17.8 84.9
budget 5,651 83.6 65.1 18.4 82.3
gift 10,080 84.8 64.4 20.5 84.2
discover 9,537 79.1 55.6 23.5 73.4
substitute 8,689 68.6 52.3 16.3 73.6

Judged State- Share Ratio to
Cell Journeys right verified corrected reference

UCP (REST), cart 15,762 86.1 74.1 12.0 87.1
UCP (MCP), cart 18,845 85.9 73.9 12.0 85.6
WebMCP, cart 14,022 86.7 71.9 14.8 89.9

AP2 mandates 7,420 88.6 72.2 16.4 92.8
UCP (REST), Shop Pay 571 80.2 64.4 15.8 71.7
ACP, delegated payment 4,597 82.2 64.3 17.9 81.3
WebMCP, Shop Pay 590 85.3 64.1 21.2 83.2
WebMCP, UCP processor 7,325 82.5 63.9 18.5 83.4
UCP (REST), UCP processor 6,875 78.9 63.8 15.1 77.6
UCP (MCP), UCP processor 6,987 78.3 62.5 15.7 77.4
UCP (MCP), Shop Pay 550 78.9 61.5 17.5 74.3
UCP (REST), MPP 6,908 76.6 61.2 15.4 73.1
UCP (MCP), MPP 6,987 76.0 60.8 15.2 74.6

instead of asking about. The shopper’s approval checks the cart
and the total, not the delivery, so most of these orders are still
paid. Then come charges the shopper declines (to 78.0), and
almost every approved charge is paid. The last bar is the largest
drop in both groups (13.4 and 18.7 per hundred). It asks that
the record confirm the judge’s right cart or order and that no
need was met only by luck (Section IV). Of the 15,664 full-data
journeys lost there, 12,653 are results the judge rated right that
the records could not confirm, and 2,967 reached the right item
without learning a need the shopper held back. So the last bar
measures what the records can confirm as much as what the
agent did.

The judge names one primary failure for each journey it rates

wrong. Of the 16,238 full-data journeys it rated wrong, 47.1%
ended in a refusal of a task built to have a fitting product, 23.0%
in a result that missed a need the shopper held back and the agent
never asked about, 19.7% in a wrong item or quantity, 5.0% at
checkout or the order, and 4.9% after a misleading fallback reply
from the shopper. In 4,419 of the 7,655 refusals of satisfiable
tasks, the agent had not opened any product page.

Figure 3 shows something different: how often each stage’s
checks fail, whether or not the journey is lost. These are process
checks, and several of them score habits the agent’s prompt
asks for. A stage counts as failed when its counted checks score
below one half; the lighter bars count a journey when at least
one counted check fails. By the first measure two stages fail



started

fitting product surfaced

product and variant chosen

right cart, by the judge

grounded success

100.0

97.9−2.1

88.4−9.5

85.4−3.0

72.0−13.4

Journeys that stop at the cart

0 20 40 60 80 100
journeys per 100 of the group

started

fitting product surfaced

product and variant chosen

right cart, by the judge

checkout opened

checkout details right

shopper approved the charge

paid

grounded success

100.0

97.9−2.1

89.8−8.1

88.1−1.7

88.0−0.1

79.7−8.3

78.0−1.7

78.0

59.3−18.7

Journeys that go on to pay
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grounded success (Section IV): the judge’s right cart or order, confirmed by the
store’s records, with no need met only by luck. Most of the drop to it is results
the records could not confirm (Section IV).

most, reading product facts (37.5%) and clarifying (28.9% of
the journeys where it applies). A read-facts failure is almost
always a journey in which the agent carted without opening a
product page (36,525 of 36,578). That habit is about as common
in successful journeys (36.2%) as in failed ones (40.6%), and
among journeys that did not end in a refusal, success is 75.4%
without a product page and 74.2% with one. How often the agent
skipped the page depended on the store’s platform pack, from
20.5% (Medusa) to 46.8% (Shopify), and on the surface, from
27.8% (ACP (REST)) to 40.6% (UCP (MCP)). About half of the
clarify failures are the agent asking more questions than the rule
allows (11,132 journeys, which succeed 69.2% of the time). The
one-half rule also hides the checkout: no paying journey falls
below one half there, yet at least one counted checkout check
fails in 16.7% of journeys that open checkout, and 17.5% of those
succeed. So the stage bars describe how the agent shopped, not
why journeys were lost; the failure labels above do that.

Once the shopper approved a charge, it almost never failed: 12
of 41,969 approved charges were not completed. This is partly by
design: the shopper approves only a cart that meets its hidden
specification, and full-data journeys inject no payment faults.
Qwen3.8-27B placed 41,957 paid orders in full data. The judge
found that 3,725 of them (8.9%) missed a need, and another
6,883 (16.4%) that it rated right are published as wrong because
the records could not confirm them.

The corpus also holds 3,977 designed-failure journeys, and
the failure fired in 3,573 of them; in the rest the agent never
reached the point where the failure applies. In 2,006 fired

journeys the right move was to stop: a declined card, a failed
3-D Secure check, no usable card, stock gone at checkout or
no shipping to the address. The agent ended without paying in
99.7% of them (2,000): 582 of 582 declined cards, 728 of 731
failed 3-D Secure checks, 490 of 490 journeys with no usable
card, 91 of 94 stock-outs and 109 of 109 addresses with no
shipping. It paid in the other 6: in 3 it bought a substitute for
stock that was gone, and in 3 it paid on a fresh checkout after a
failed 3-D Secure check. The shopper approved the exact total
each time, and no fired journey was paid without that approval.
No impossible task was paid (0 of 1,023), but in 217 of them
the agent asked for a charge and the simulated shopper turned
it down. The final message told the shopper what happened
truthfully in 99.3% of fired journeys (3,547 of 3,573). A paying
journey takes 54 turns against 23 and 2.5 times the prompt
tokens of one that stops at the cart; 68% of its tokens come after
checkout opens.

B. Categories
Figure 5 is every category, sorted by success, with grounded

success, false refusals and give-ups under it. Success runs from
63.9% (books & stationery) to 74.9% (jewelry & watches), a
spread of 11.0 points; under a store-clustered test 2 categories
sit below the mean category, consumer electronics (−4.7 points,
Holm 0.014), books & stationery (−4.5 points, Holm 0.035), and
3 sit above it. Under the judge’s own verdict the order changes
(rank correlation 0.65), so the order of categories is not stable
and we read only its broad shape. False refusals vary more than
success does, by a factor of 3.0 across the same order (4.3% in
home decor & textiles to 13.1% in baby & kids). What differs
most between categories is behavior before the cart: the share
of journeys failing at reading product facts runs from jewelry &
watches (39.0%) to baby & kids (60.6%), and the share in which
the agent asks the shopper anything from food (non-alcoholic)
(57.9%) to adult clothing (82.2%), apparel, where size and fit
are the needs kept back.

Products come from three open catalogs, and they do not map
evenly onto categories. Only one category, gifts & collectibles,
draws on a single catalog (Lazada); the other 24 mix them. By
the catalog of a task’s target products, success is 68.0% for
ABO, 65.9% for Lazada and 75.8% for WANDS. Adjusting for
the catalog narrows the spread of category success from 11.0 to
9.4 points, and adjusting for catalog and intent together leaves
10.8, so the catalog accounts for a small part of the category
spread, not most of it.

C. Intents Within Categories
A category’s rate hides which requests fail in it. Figure 6 is

success for every category and intent (Table I) with at least 50
journeys, rows and columns sorted by their mean, so the hard
corner is top left. Three things are visible. The intent moves
success more than the category: the average spread across intents
inside a category is 36.3 points, across categories inside an
intent 29.4. The hard corner is two intents, substitute (the named
product is out of stock and a similar one will do) and discover
(a need without a product name), at 52.3% and 55.6% overall
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against 69.6% for express; of the 18 cells below 50%, 10 are
substitute and 6 discover, and the lowest cell is discover in books
& stationery at 9.6%. The judge rates 66.5% of that cell’s 397
journeys right, so most of its loss is the correction: budgets
and product names the records cannot settle, and 76 journeys

in which the shopper declined a cart that was not what it asked
for. And the grid is not additive: 29 cells sit more than ten
points from what a category effect plus an intent effect predicts,
the largest being discover in books & stationery (9.6%, −39.5
points).
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D. Asking the Shopper

The task decides how many needs the shopper holds back, and
the agent decides whether to ask. In this section a journey counts
as asking when the agent asks the shopper about a need before
it first commits to a product; a looser count, any message with a
question mark, also takes in questions the checkout needs, such
as an address. Figure 7 splits success by both. With two needs
held back, 62.0% of journeys succeeded when the agent asked
and 21.2% when it did not. With one need held back the two are
close (60.3% against 61.0%), and with none held back asking
goes with slightly lower success (74.9% against 77.0%). Under
the looser count the gaps at one and at no held-back need are
wider (58.1% against 65.8% with one), mostly because paying
journeys ask for checkout details more often and succeed less
often.

The agent does not aim its questions well. It asks about a
need in 56.3% of journeys with a need held back and 53.3%
with none; by the looser count, 70.8% with two held back and
63.3% with none. It also asks again for something the shopper
has already said, in 40.9% of the journeys where that check
applies.

Raw rates can mislead, because harder tasks may draw more
questions. So we also compare runs of the same task with and
without a need question, with the protocol cell and the cart or
pay boundary held fixed. With one need held back, asking adds
+4.5 points of success (95% interval +2.6 to +6.4, over 2,057
tasks); with two, +37.3 points (+33.4 to +41.3, over 586 tasks);
with none, +1.2 points (−0.2 to +2.7). A question pays off when
something is hidden, and most when more is hidden. Asking is
still the agent’s own choice, so even within one task the runs
where it asks may differ in other ways, for example a run that
went well early; these are associations within a task, not the
effect of forcing a question.

The two kinds of task show where the aim slips (Table II). In
product-type tasks the agent asks in 84.8% of journeys with a
need held back, against 57.9% with none, and asking matters:
those journeys succeed 57.7% of the time when it asks and

33.5% when it does not. In named-product tasks it asks in 64.9%
of journeys with a need held back, hardly more than the 61.0%
with none. Once the shopper names a product, the agent asks
little more than it would with nothing to learn, even when the
delivery date, the budget or a substitute is still open.

E. Refusals
7.9% of full-data journeys end with the agent refusing,

although every full-data task was built to be satisfiable (Figure 5,
bottom, by category). A refusal is not always the agent’s fault. In
a first reading of 30 of these refusals, done by a model and not yet
checked by a person, 19 traced to a fault in the task or the judge,
5 to the agent, 3 to the shopper, and 3 were unclear. Refusals
are most common on substitute tasks, where the product the
shopper named is out of stock: 27.4% of those journeys end
in a refusal, against 12.9% for the next intent, discover. On
the 1,023 impossible tasks, where refusing is right, Qwen3.8-
27B refuses in 77.4% of journeys. Impossible tasks are rare by
design, 1.0% of the agent’s released journeys, so most of its
refusals fall on tasks built to be satisfiable even though it refuses
most impossible tasks; a share of right refusals would mostly
reflect that base rate.

F. Results by Protocol
Figure 8 reports each of the thirteen surface and rail cells

(Section III-B: ten that pay and three that stop at the cart) as
measured: success and grounded success with store-resampled
intervals, median prompt tokens and median minutes per
journey. We share these results for the teams that build the
protocols and do not rank the protocols against each other. We
test no difference between protocols, so each interval describes
one cell and no correction for multiple comparisons applies.
A task runs on up to four cells inside its own store (3.31 on
average), so a task’s store, platform pack and products are the
same on each of its cells. The cells drew different mixes of tasks,
and each protocol’s checkout returns different information, so a
raw difference between two cells is not a difference between two
protocols. One example matters for reading the AP2 cell: AP2’s
final checkout reply lists no shipping options, so the fulfillment
and deadline checks do not apply there; Figure 8 therefore also
shows success on the checks every cell can fail. Journeys that
stop at the cart take about three minutes, and paying journeys
take 5.7 to 7.5 minutes. On WebMCP the agent never reads the
page itself: it calls the tools the page registers and reads their
answers, and its prompt tokens are counted as on every surface,
as the tokens the model server reports for each call. WebMCP
cart journeys used a median of 49,500 prompt tokens against
157,152 on UCP (MCP), with a similar number of model calls
(4 against 3) and tool calls (6 against 6), so the difference is in
what each call carries, about 15,262 against 47,528 tokens: the
tool definitions and answers the agent reads. WebMCP calls run
through a real browser page, which makes them slower.

VI. What a Store Can Do With This
These are observations of one agent in simulated stores, not

a tested recipe. Read together, they suggest a routine a store can
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follow, measuring before and after each change with the same
tasks and the same judge.

1) Measure first. Run agent shopping tasks across your
categories and across both kinds of request, named
products and product types, through the protocols you
expose. Note where journeys stop: search, product facts,
asking, checkout or payment (Figures 3 and 4).

2) Put the deciding facts in the search result. Size, color,
stock, compatibility and delivery belong where the agent
reads first. The agent often decided from search results
alone: it refused 4,419 of 7,655 satisfiable tasks without
opening a product page, and how often it skipped the page
varied with the store’s platform and protocol.

3) Offer in-stock alternatives. When the named item is out of
stock, return similar items that are in stock and say what
they share with it. Substitute requests have the lowest
success of any intent (Section V-C).

4) Measure again with the same tasks, and compare.
Agent builders can take one habit from the same results: ask
about the needs the shopper has not stated, most of all once a
product is named.

VII. Limitations
The stores are simulated, not live stores. Nothing may be

bought on a real store, so we built them from open catalogs with
synthetic prices and stock. Real stores contributed only which
product facts and policies each category carries, and the run
scored no real store.

This is an observation of where agentic commerce stands
today, made through one current open-weight agent with one
prompt. A different model could change both the rates and
the pattern of failures, and we did not run a second model

before release. The only other agent in the run is the scripted
reference, which is told the task, so it cannot show how another
model would fare: its success ordering agrees with Qwen3.8-
27B’s across intents (rank correlation 0.93), mostly because both
lose the same kinds of result to the records, and hardly across
categories (0.21, 95% interval −0.07 to 0.45). The replay kit can
rerun any released task, in its store and with its shopper, with
another agent.

The simulated stores were built alike, with one market, one
currency and the same shipping choices, and tasks are written
from each store’s own catalog. Across full-data journeys the
design factors explain 7.5% of the variance of success, the store
1.9% and the task within its store 52.4%. These shares come
from a linear probability model of success on the design factors
(intent, the need the task turns on, cart or pay, surface, platform
pack, category and the number of needs held back), with store
and task variance estimated by one-way analysis of variance on
its residuals; a logistic multilevel model would give different
shares for a binary outcome, so we read them only as orders
of magnitude. the store share is small by construction and says
nothing about real stores. One run of a task is not a measurement,
partly because the agent samples at temperature 0.7: of 24,552
tasks run at least three times, 29.3% both succeed and fail, and
two runs of the same task on the same cell disagree in 10.3%
of 9,019 pairs. With about 93 journeys per store, a store’s own
success rate would not be a reliable measure of the store, so we
do not score or rank the simulated stores.

The shopper is a program, and it has not been validated against
human shoppers. Its replies are narrower than a person’s, and it
never walks away. Its words come from the same model as the
agent, and it approves a payment only for a cart that meets its
hidden needs, which makes paying safer by construction than it



would be with people.
Success counts only what the records confirm, so even an

agent told the task reaches about 82.2%; most of the gap to
judged right is budgets whose scope the task generator left open.
We report both labels.

The judge rests on state-verified checks, one tested model
answer and one locked setup. The decision model shares a
backbone with the agent, which is one more reason its other
answers stay out of every rate; promoting any of them later
would need validation against people, because a model may
favour an agent built on its own backbone. The hand checks in
this paper were read by a model, not by people, and are small; a
round of human labels is still to come. The one counted decision-
model answer was promoted on agreement with the processor’s
record, not with people. Every number comes from one judge
version and one locked sandbox specification.

No journey touched a live store, nothing was bought any-
where, no card number appears in any trace, and personas are
fictional.

VIII. Conclusion
We ran one agent through 101,416 shopping journeys in 1,044

simulated stores, 25 categories and thirteen protocol cells, all
the way to a paid order, and report what we observed. Once
the shopper approved a charge, it almost never failed. Most
journeys the judge rated wrong ended earlier, in a refusal or
in a purchase that missed a need the shopper had held back.
What the shopper asked for mattered more than the category:
substitute and discovery requests have the lowest success. These
are observations of one agent in simulated stores, with success
counted only where the records confirm it. Section VI sets
out what a store might try in light of these observations,
and Section V-F reports each protocol’s results as measured.
CartTrace-100k makes the journeys public with the judge’s
checks beside them, so the steps between a need and a paid
order can be studied, replayed and run again with other agents.

Data Availability
CartTrace-100k, its dataset card and the license of the

data (CC BY 4.0) and of each source catalog are at https://
huggingface.co/datasets/generalmachines/CartTrace-100k. The
replay kit (Apache-2.0), which replays any released journey in
its simulated store and reruns its task with another agent, is at
https://github.com/generalmachines/cartTrace-100k.
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